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Visual Document RAG
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* VD-RAG is 20-40% more accurate than text-
based RAG!2]
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Security of VD-RAG

* Adversaries can inject malicious
documents into knowledge base

* Insider vs. outsider threats ; Knowledge Base (KB)
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What’s different about VD-RAG?

* Existing attacks all utilize text as part of the attack
* Allows for trivial attacks

Text or
Text Query * text/image » Text Answer
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Proposed Attack

* Adversary injects a single image to the
knowledge base

* Attack goal

* Retrieval Condition: The injected image
is retrieved as relevant for all user queries

* Generation Condition: When retrieved,
the image influences the VLM generated
outputs

* Image optimized using the gradient-
based adversarial approach
Lrac = ArLr + AcLg

N

Distance between image embedding CE loss for target VLM
and all query embeddings answer
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Experiments

ViDoRe-v1-Al 100 questions and 1000 images from IT
and Al related documents (1:1)
Datasets > : 1538 -
ViDoRe-v2-ESG 52 queries an Images from
restaurant related documents (1:many)
CLIP-LARGE Seminal 0.4B model from OpenAl
Embedders Jina-CLIP-v2 0.9B repent model trained to bridge the
modality gap
ColPali 3B SoTA model for VDR
VLM SmolVLM-Instruct 2.2B lightweight model by HuggingFace
S
QwenZ2.5-VL-3B 3.75B SolA open-weights VLM




Attack Success

Attack Stealthiness
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* Trained against CLIP-L and Smol-VLM
* Attackis successful starting from a perturbation of (8/255)

* Perturbation barely visible at (8/255)




Results — ViDoRe-V1-Al

CLIP-L SmolVLM

CLIP-L Qwen2.5-3B 1
Jina-CLIP SmolVLM 0.75
Jina-CLIP Qwen2.5-3B 0.75
ColPali SmolVLM 0
ColPali Qwen2.5-3B 0

* Non-SolA embedding models are vulnerable
* Both VLMs are vulnerable
* No black-box transferability
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* Results for generation
assume successful
malicious retrieval



Explanation — The Modality Gap!'!
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[1] Liang, Victor Weixin, et al. "Mind the gap: Understanding the modality gap in multi-modal contrastive representation
learning." Advances in Neural Information Processing Systems 35 (2022): 17612-17625. 9
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* Takeaways

1. VD-RAG is promising, but ..
2. One picis allit takes!
3. Mind the modality gap!

* Future Work

1. Defenses, and adaptive
attacks c
ode

Targeted attacks (stealthier)
Larger and more SoTA models
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